
Generalization of
Stochastic Gradient Descent via

Algorithm-dependent Rademacher Complexity

Tim van Erven

Joint work with:

Sarah Sachs Liam Hodgkinson Rajiv Khanna Umut Şimşekli
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Outline

Context: Big Interest in New Complexity Measures Because of
Deep Learning

New Algorithm-dependent Complexity Measure
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Computation & Generalization in Deep Learning
Non-convex Optimization:

▶ Millions of data points: too many to process all at once

▶ Process one data point (or minibatch) at a time using stochastic
gradient descent

High-dimensional Setting:

▶ Still many more parameters than data points (e.g. 25 times as many)

▶ Statistically obvious: we cannot estimate so many parameters unless
we add constraints (e.g. restrict to Lp ball)

▶ But even if you disable all standard regularization, it still works!
(Zhang, Bengio, Hardt, Recht, and Vinyals, 2021)

▶ So how are the parameters restricted? By the behavior of the
optimization algorithm!

Big open question: Can we understand why common
optimization methods (on realistic data) generalize from
the training data to unseen data?
See e.g. (Belkin, Hsu, Ma, and Mandal, 2019).
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Fully Connected Neural Networks

Simplest case we do not understand

Cat?

Dog?

Class of non-convex functions parametrized by matrices
θ = (A1, . . . ,Am):

Fully connected network: fθ(X ) = AmσAm−1 · · ·σA1X (θ ∈ Rd)

with activation function σ(z) applied component-wise to vectors. E.g.

▶ Rectified linear unit (ReLU): σ(z) = max{0, z}
▶ Sigmoid: σ(z) = 1/(1 + e−z)
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Fully Connected Neural Networks

Simplest case we do not understand

Cat?

Dog?

A1 A2

VC-dimension dependence
on nr. of parameters d :

ReLU: Θ̃(d) (Bartlett et al., 2017)

Sigmoid: Θ(d2) (Anthony and Bartlett, 2009)

Conclusion: standard VC-dimension
bounds vacuous unless n ≫ d
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with activation function σ(z) applied component-wise to vectors. E.g.

▶ Rectified linear unit (ReLU): σ(z) = max{0, z}
▶ Sigmoid: σ(z) = 1/(1 + e−z)

Why do neural networks generalize?

▶ Classical VC bounds: need sample size n ≫ nr. parameters d

▶ In practice: sample size n ≪ nr. parameters d
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Learning Setting

Given:

▶ Data: Sn =

(
Y1

X1

)
, . . . ,

(
Yn

Xn

)
i.i.d.∼ P

▶ Model: F = {fθ : θ ∈ Θ ⊂ Rd}
▶ Bounded loss: ℓ(Ŷ ,Y ) ∈ [0, b]

We want an

▶ Algorithm: θ̂ ≡ Alg(Sn) ∈ Θ ⊂ Rd

That achieves small risk R(θ̂), which measures its performance on
unseen data:

R(θ) = E
(X ,Y )∼P

[ℓ(fθ(X ),Y )]

Example: binary classification
f (X ),Y ∈ {−1,+1} both binary

ℓ(f (X ),Y ) =

{
0 if f (X ) = Y

1 otherwise

Example: logistic/cross-entropy loss
f (X ) bounded, Y ∈ {−1,+1}
ℓ(f (X ),Y ) = log(1 + e−Yf (X ))
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The Generalization Error

R(θ) = E
(X ,Y )∼P

[ℓ(fθ(X ),Y )]

Most algorithms (approximately) minimize the empirical risk

R̂(θ,Sn) =
1

n

n∑
i=1

ℓ(fθ(Xi ),Yi )]

So want to control the generalization error:

R(θ̂)− R̂(θ̂,Sn)
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R̂(θ,Sn) =
1

n

n∑
i=1

ℓ(fθ(Xi ),Yi )]

So want to control the generalization error:

R(θ̂)− R̂(θ̂,Sn)

Example: binary classification

sup
θ

∣∣R(θ)− R̂(θ,Sn)
∣∣ = O

(√VCdim(F) + log(1/δ)

n

)
w.p. ≥ 1− δ
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θ

∣∣R(θ)− R̂(θ,Sn)
∣∣ = O

(LB√
n
+ b

√
log(1/δ)

n

)
w.p. ≥ 1− δ

Both bounds can be proved using Rademacher complexity, and
give minimax optimal rates when algorithm is empirical risk minimizer
θ̂ERM ∈ argminθ∈Θ R̂(θ,Sn).
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Need for Algorithm-dependent Analysis Tools

Convex Lipschitz losses:
θ 7→ ℓ(fθ(X ),Y )) convex and L-Lipschitz
∥θ∥ ≤ B

Algorithm-independent Bounds Not Good Enough:

▶ Uniform bounds on generalization error not good enough to analyse
all algorithms even in this simple setting:

▶ Gradient Descent with right tuning of step size η and large enough
number of iterations T = Ω(n2) is known to achieve optimal rate.

▶ But need algorithm-dependent bound on generalization error, which
depends on η, to prove it: (Bassily et al., 2020; Haghifam et al.,
2023)

E
[
R(θ̂GD)− R̂(θ̂GD,S

n)
]
≤ 4L2

√
Tη +

4L2Tη

n

Better for smaller η! (Depends on algorithm.)
No dependence on B!
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Algorithm-dependent Control via Mutual
Information

Bound with mutual information (Catoni, 2007; Russo and Zou, 2016):

E[R(θ̂)− R̂(θ̂,Sn)] ≲

√
I (θ̂;Sn)

n

Refined to conditional mutual information via symmetrization with a
ghost sample (Steinke and Zakynthinou, 2020):

E[R(θ̂)− R̂(θ̂,Sn)] ≲

√
CMI(Alg)

n

▶ Promising: information-theoretic techniques achieved numerically
non-vacuous estimates for stochastic gradient Langevin dynamics
in non-trivial deep learning benchmarks (Negrea et al., 2019)

▶ But CMI and other information-theoretic complexity measures
insufficient to prove non-vacuous generalization bound for GD
case from previous slide (Haghifam et al., 2023)
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Control via Rademacher Complexity

R(θ̂)− R̂(θ̂,Sn) ≤ sup
θ∈Θ

(
R(θ)− R̂(θ,Sn)

)
(*)

Lemma (Algorithm-independent upper bound)

E
[
sup
θ∈Θ

(
R(θ)− R̂(θ,Sn)

)]
≤ 2 E

Sn
[Rad(Θ,Sn)]

and, with probability at least 1− δ,

sup
θ∈Θ

(
R(θ)− R̂(θ,Sn)

)
≤ 2 E

Sn
[Rad(Θ,Sn)] + b

√
log(2/δ)

2n

Empirical Rademacher complexity:

Rad(Θ,Sn) =
1

n
E
σ
[sup
θ∈Θ

n∑
i=1

σiℓ(fθ(Xi ),Yi )],

where σ = (σ1, . . . , σn) with Pr(σi = −1) = Pr(σi = +1) = 1/2.
9 / 18
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Algorithm-dependent Rademacher Complexity

Θ̂n :=
{
Alg(Sn

σ) : σ ∈ {−1,+1}n} ⊂ Θ.

Sn
− = (Z−1

1 , . . . ,Z−1
n )

Sn
+ = (Z+1

1 , . . . ,Z+1
n )

Sn
σ = (Zσ1

1 , . . . ,Zσn
n )

Lemma (Algorithm-dependent upper bound)

E[R(θ̂)− R̂(θ̂,Sn)] ≤ 2 E
Sn
−,Sn

+

[Rad(Θ̂n,Sn
+)]

▶ Like normal Rademacher bound, but with Θ̂n instead of Θ

▶ Symmetrization with ghost sample Sn
− like CMI

▶ Proof: similar to standard proof, but upper bound θ̂ by supremum
over θ later, after symmetrization
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Sn
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+
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and, with probability at least 1− δ,

R(θ̂)− R̂(θ̂,Sn) ≤ 4 ess sup
Sn
−,Sn

+

Rad(Θ̂n,Sn
+) + b

√
8 log(2/δ)

n

▶ Refines special case of a result by Foster et al. (2019)
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Consequences 1: Generalization for SGD

Greatly simplified proof of result by Park, Şimşekli, and Erdogdu (2022):

Stochastic Gradient Descent (SGD) with constant step size η:

θ̂t+1 = θ̂t − η∇ℓ(fθ̂t (Xit ),Yit ) (it ∼ Unif[1, . . . , n])

Suppose θ 7→ ℓ(fθ(X ),Y ):

▶ α-strongly convex

▶ β-smooth

▶ L-Lipschitz

▶ ∥θ∥ ≤ B

Theorem

For η ∈ (0, β) with any random or non-random choice of the it ,
w.p. ≥ 1− δ

R(θ̂T+1)− R̂(θ̂T+1,S
n) = O

(√ log(Bn)

n log( 1γ )
+

√
log(1/δ)

n
+

L

n

)
,

where γ =
√
1− 2αη + αβη2.
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Consequences 2: Properties Like CMI

Generalization for VC Classes:
For binary classification:

Rad(Θ̂n,Sn
+) ≤ Rad(Θ,Sn

+) = O
(√VCdim(F)

n

)

Generalization for compression schemes:
If Alg is a k-compression scheme: Alg(Sn) = Alg2(Alg1(S

n)), where
Alg1 maps any sample Sn to a subsample Sk of size k . Then

Rad(Θ̂n,Sn
+) = O

(√k log n

n

)

13 / 18



Consequences 3: Topological Bounds

Define the (random) set Θ̂ :=
⋃⋃⋃∞

n=1 Θ̂
n

Minkowski dimension: dimM(Θ̂) = lim sup
δ→0+

logCover(Θ̂, ∥ · ∥, δ)
log(1/δ)

Theorem

Suppose ℓ(fθ(X ),Y ) is Lipschitz continuous in θ. Then

lim sup
n→∞

E[R(θ̂)− R̂(θ̂,Sn)]√
log(n)/n

≤ b

√
2E[dimM(Θ̂)].

▶ Avoids bad I∞ term (much larger than regular mutual information)
from previous topological bounds (Simsekli et al., 2020)

14 / 18



Summary

Algorithm-dependent Rademacher complexity:

▶ Rademacher complexity of algorithm- and data-dependent set Θ̂n

controls generalization error

Consequences:

1. Greatly simplified proof of an algorithm-dependent generalization
bound for SGD

2. Generalization for VC classes and compression schemes (like CMI)

3. New topological generalization bounds

15 / 18
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